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Abstract
We construct an 80-period OLG model with aggregate shocks to study the size of generational risk and its mitigation via Social Security under different calibrations commonly
considered in the literature. Our main findings are that generational risk is small or modest if one calibrates shocks to the volatility of macro aggregates and that Social Security
exacerbates that risk. Calibrations that overstate the variability of macro aggregates generate substantially more generational risk, which Social Security can meaningfully mitigate.
Finally, we find no support for the view that intergenerational policy can deliver Pareto improvements when safe interest rates run below the average growth rate. In our model, such
policies entail welfare losses from crowding out that swamp oblique risk-mitigation schemes.

Keywords: Generational Risk Sharing; Government Transfer Policies; Aggregate Shocks;
Incomplete Markets; Stochastic Simulation; Equity Premium.

∗

A prior version of this paper appeared as NBER working paper no. 19179. The current version is the
fourth update of the original. It includes a new title per the suggestion of referees. We thank Felix Kubler,
Alan Auerbach, Rick Evans, Simon Gilchrist, Kenneth Judd, Dirk Krueger, Alisdair McKay, Kerk Phillips,
Michael Reiter, Thomas Sargent, Kent Smetters, Karl Schmedders, and a variety of referees for very helpful
comments.
†
Babson College Finance Division, jhasanhodzic1@babson.edu.
‡
Boston University Department of Economics, kotlikoff@gmail.com.

1

Introduction

Economists have long examined generational risk and its potential mitigation via government policy (e.g., Diamond, 1977; Merton, 1983; Bohn, 1998, 1999, 2001, 2002, 2006, 2009;
Shiller, 1999; Rangel and Zeckhauser, 2001; Smetters, 2003; Krueger and Kubler, 2006; Ball
and Mankiw, 2007; Campbell and Nosbusch, 2007; Storesletten, Telmer, and Yaron, 2007;
Bovenberg and Uhlig, 2008; and Miyazaki, Saito, and Yamada, 2010). However, these papers
don’t directly measure the size of generational risk per se. Instead, they presume generational risk is large enough to merit study and show that pay-as-you-go Social Security and
other generational redistribution policies can potentially share it. This paper adds to this
literature by directly measuring the size of generational risk, with and without Social Security. It does so in a large scale and, thus, more realistic OLG model based on four different
calibrations considered in the literature.
Generational risk, as referenced here, encompasses two concerns. The first is being born
in a worse than average state of nature. The second is experiencing worse than average
shocks over one’s lifetime. Our base measure of generational risk incorporates both of these
concerns. It is the absolute percentage adjustment in annual consumption that agents would,
on average, need to attain the average, cross-generational level of welfare.1 Thus, generational risk references doing worse or better than other generations fare, on average, due to
being born in a bad state or being exposed to a bad set of shocks over one’s lifetime. As
we exacerbate these shocks, our measure of generational risk increases, i.e., it behaves as
expected.
Our framework is an 80-period, life-cycle model with macro shocks. Our model features
isoelastic preferences, moderate risk aversion, Cobb-Douglas production, increasing costs of
borrowing, shocks to total factor productivity (TFP), and, in two of four calibrations, shocks
1
More precisely, generational risk is the average value of the absolute percentage compensating consumption differential needed to equate realized lifetime utility of particular agents born in the long run
with realized lifetime utility averaged across all agents born in the long run, i.e., with the model’s long-run
expected utility.
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to capital’s depreciation. Our log TFP process is trend stationary with normal innovations
in line with standard macro growth models.2 Policy is limited to pay-go Social Security
run with a fixed payroll tax rate. We follow Hasanhodzic (2014) in positing a borrowing
cost function that delivers both a realistic risk premium – the average difference between
risky and safe rate – and a realistic growth premium – the average difference between annual
growth and safe rates.
Incorporating a realistic number of periods by having each period represent one year
permits our agents to better pool risk over the shocks they experience over their lifetimes
as well to better self insure by adjusting their saving annually as shocks materialize. In
a two-period model, in which agents work only when young, a single negative TFP shock
lowers a worker’s entire lifetime earnings. It also lowers a retiree’s entire old-age investment
return. But in our model, agent experiences 45 annual shocks to their wages and 79 shocks
to their investment returns – shocks that average out to a significant degree. This said, our
TFP shocks are autocorrelated, making them last longer than one year. In principal, facing
multiple TFP shocks that amplify, on average, prior shocks, can produce more, not less risk
in a multi-period model compared to a two-period model.
We consider four main calibrations. Our baseline calibration incorporates only a TFP
shock, but one that suffices, as in Hansen (1985) and Prescott (1986), to match the variability
of macro aggregates. Our larger shocks calibration adds a depreciation shock that breaks the
perfect correlation between capital returns and wages.3 Our depreciation shock reproduces
the variability of the economy’s return to national wealth. Our extra-large shocks calibration
increases the depreciation shock, a la Krueger and Kubler (2006), to calibrate asset-return
variability to that of the U.S. equity market. Our forth calibration is our baseline calibration,
but with borrowing costs that generate a significant negative interest rate. We also modify
our fourth calibration to produce a very low average return to capital. This modified version
2

See, e.g., Hansen (1985), Prescott (1986), Cooley and Prescott (1995), Rı́os-Rull and Santaeulalia-Llopis
(2010), Gomme, Rogerson, Rupert, and Wright (2005), and Judd, Maliar, and Maliar (2011).
3
This references the point-in-time impact of a TFP shock.
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features the two key safe and risky rate conditions underlying Blanchard’s (2019) suggestion
that deficits may have no cost. But rather than achieving a Pareto improvement, this
calibration visits, a la Krueger and Kubler (2006), major welfare losses on future generations
from running pay-go Social Security at scale.
In all but the third calibration we posit increasing borrowing costs to shut down private
risk-sharing among concomitant generations. Unlike Rı́os-Rull (1994, 1996), this helps us
understand generational risk in its purest form – with no mitigation via private financial
markets or public policies. Constantinides, Donaldson, and Mehra (2002) were the first to
show that borrowing constraints, albeit, hard ones, could produce realistic risk premiums.
Our “soft” borrowing constraints deliver this desideratum without imposing a hard limit
(i.e., zero) on borrowing. Soft borrowing constraints have a long pedigree, including Altonji
and Siow (1987), Milde and Riley (1988), Wirjanto (1995), Fernandez-Corugedo (2002),
and Chatterjee, Corbae, Nakajima, and Rı́os-Rull (2007). Interestingly, the inclusion of
borrowing constraints has little impact on the economy’s key macro variables. We exclude
borrowing constraints in our extra-large shocks calibration since its major depreciation shock
suffices to generate a realistic risk premium. This also facilitates comparison with Krueger
and Kubler (2006).
Each calibration hits particular targets and misses other. The baseline calibration matches
output and per capita consumption variability. But its return variability and covariance between wages and risky returns undershoot and overshoot the data, respectively. The larger
shocks calibration entails too much variability in macro aggregates, but features a realistic
wage risky-return covariance and matches the observed variability in the return to national
wealth. Finally, the extra-large shocks calibration’s return variability accords with that of
the stock market. But it dramatically overstates the variability of macro aggregates, albeit
with a realistic covariance between wages and risky returns. As for our last two calibrations,
their goal is to give Blanchard’s conjecture its best day in our model’s court. Our preferred
calibration is the baseline. As between the larger shocks and extra-large shocks calibrations,
3

we prefer the former. The latter’s variability of aggregates is unrealistic and the calibration
focuses on equity returns, which aren’t necessarily well defined.4 This said, our preference
over calibrations may not be the reader’s.
Each calibration implies different degrees of generational risk. Under the baseline calibration, generational risk is 1.396 percent. Thus, on average, a baseline-economy agent born
in the long run would either need to receive or surrender 1.396 percent more or less in annual
consumption to enjoy the lifetime utility enjoyed, on average, by agents born in the long run.
This figure increases to 2.128 percent in the larger shocks model and 15.303 percent in the
extra-large shocks model. We view 1.396 percent as relatively small. It’s on the order of a
good-sized economic distortion. Of course, this is simply our subjective assessment. Readers
should draw their own conclusions. The 15.303 measure is, clearly, significant and would
certainly merit government mitigation were this a realistic characterization of the actual
U.S. economy’s volatility.
Our second measure of generational risk examines contemporaneous risk – differential
risk exposures among contemporaneous generations. Given our assumed CRRA preferences,
perfect risk sharing among generations alive at a point in time entails equal percentage
changes in their consumption (see Abel and Kotlikoff, 1988). In the baseline model, the
average absolute compensating consumption-differential needed to achieve full risk sharing in
a given year among contemporaneous generations is 0.206 percent. Under the larger shocks
calibration, contemporaneous risk is 0.933 percent. In the extra-large shocks model it’s
0.437 percent. Clearly, under all three calibrations, concomitant generations experience, on
4

According to the Modigliani-Miller Theorem (Modigliani and Miller, 1958), the financial equilibrium,
i.e., the set of state-specific financial payoffs to particular agents, is independent of firms’ leverage ratios.
But the measured return to equity is not. Consequently, two observers can describe the same equilibrium
as entailing less or more leverage, now and in the past, on the part of each and every listed firm. Each
alternative description of a given firm’s leverage entails an alternative description of private risk-sharing
arrangements such that all state- and agent-specific payoffs remain unchanged. Describing (labelling) firmspecific leverage ratios differently from those reported and generating (re-labelling) private contracts that
preserve the equilibrium delivers different, indeed as different as desired, firm-specific and aggregate equity
return series and, thus, different reported degrees of stock market volatility. Note, corporate debt’s lack of
definition mirrors that of national debt discussed in Green and Kotikoff (2008).

4

average, quite similar shocks. Otherwise, it would take much greater absolute redistribution
to produce a uniform percentage consumption change. But, as we describe below, particular
generations can experience very different consumption changes than the average in a given
year.
Regardless of the size of generational risk, can Social Security meaningfully mitigate
it? Krueger and Kubler (2006), who, to repeat, consider an economy, which, like our third
calibration, has exceptionally large shocks, answer yes. So do Harenberg and Ludwig (2016)
who consider smaller macro shocks, but incorporate correlated idiosyncratic shocks. For
our part, we find that Social Security slightly worsens generational risk in the baseline
calibration, but materially reduces it by 8 percent in our larger shocks and by 19 percent
in our extra-large shocks calibrations. Hence, one’s view of the role of Social Security in
pooling generational risk depends, from this study’s perspective, on the calibration one
considers most reasonable. The paradoxical outcome, observed in our baseline simulation,
that risk pooling, be it public policy or financial markets, can make individual and, thus,
aggregate consumption more variable was first noted in Rı́os-Rull’s (1994) seminal study of
the role of market completeness in stochastic OLG models.
Apart from its risk-mitigating properties, Krueger and Kubler (2006), Harenberg and
Ludwig (2015), and Harenberg and Ludwig (2019) differ on Social Security’s ability to improve long-run welfare. The former authors argue that Social Security reduces it with the
long-run loss in welfare from the program’s crowding out outweighing the welfare gains from
generational risk sharing. The later authors stress that Social Security can also mitigate
idiosyncratic risk, particularly idiosyncratic risk that’s correlated with aggregate risk and
worsens in downturns, leaving future generations, on balance, better off. We plan to incorporate their important insight in future work.
Like Krueger and Kubler (2006), we find a negative net impact on long-run expected
welfare of pay-go Social Security. Pay-go Social Security visits significant welfare losses on
future generations under our alternative calibrations. Measured as a compensating consump5

tion differential, running pay-go Social Security characterized by a 15 percent payroll tax
reduces expected utility by 18 percent in our baseline and larger-shocks calibrations and by
56 percent in our extra-large shocks calibration.
Importantly, there is also an 18 percent long-run welfare loss under our negative safe rate
calibration. In this and all our other simulations, the average growth rate is zero. This result
complements those found in the quantitative model of Hasanhodzic (2020) and the stylized
model of Brumm et al. (2021b), which show that Blanchard’s (2019) Pareto gains, when
they arise, reflect improved generational risk sharing, but that crowding out dominates such
risk sharing for realistic calibrations.
We also find that macro shocks, at least in our baseline simulation, are second order
when it comes to the impact of major intergenerational redistribution policies. Indeed, the
economy’s transition path from Social Security conducted at scale looks, apart from modest
fluctuations, very similar to that arising in the absence of macro shocks. This finding, foreshadowed in Rı́os-Rull (1994), holds regardless of calibration. Thus, deterministic models,
e.g., Auerbach and Kotlikoff (1987), suffice to expose the basic long-run impact of intergenerational redistribution on macro aggregates even in the presence of aggregate shocks, provided
these shocks generate realistic fluctuations in macro aggregates.5 With larger macro shocks,
the risk pooling arising from intergenerational redistribution produces an important additional source of crowding out. It reduces precautionary saving. This helps explain why the
long-run welfare loss is so large in the extra-large shocks case. Social Security’s introduction
reduces the long-run average capital stock by 56 percent under this calibration, but by only
28 percent in our baseline calibration.6
We build on as well as deviate from Krueger and Kubler’s (2006) (henceforth KK) seminal
study of Social Security’s generational risk sharing in several ways. First, positing many more
periods permits far better averaging of shocks over the life cycle while incorporating more
5
6

This statement doesn’t necessarily apply to models with correlated idiosyncratic shocks.
It’s reduced by 28 in our larger shocks model.
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precise treatment of autocorrelation. Having more periods also provides agents with far more
opportunities to adjust their spending in response to adverse shocks and, thereby, better self
insure against yet more bad times in the future. Second, we consider two calibrations that
we view as more realistic than KK, who appear to have chosen theirs, in part, to give Social
Security its best chance of effecting a Pareto improvement. In our non-KK calibrations, we
incorporate borrowing costs to achieve a realistic risk premium rather that assume excessively
large depreciation shocks. Third, we consider ex-ante rather than ex-interim expected utility.
The difference between the two is discussed in Brumm et al. (2021b). Fourth, we explicitly
measure the extent of generational risk with and without Social Security. This difference is
particularly important. Finding that Social Security can’t Pareto improve doesn’t clarify the
size of generational risk, per se, either in the presence or absence of Social Security. Fifth,
we consider whether a large growth premium suffices to run a successful intergenerational
Ponzi scheme at scale.
We proceed by detailing our model, specifying its calibration, presenting results, and
concluding. We solve our model to high precision by building on Marcet (1988)’s projection
method and related research by Judd, Maliar, and Maliar’s (2011), incorporating the full
state space. The state space’s 81 variables consist of 79 values of generation-specific levels
of cash-on-hand, the TFP shock, and the depreciation shock. Our computation methods are
detailed in the Appendix.

2

The Model

Our model is intentionally bare bones to maximize the potential for generational risk. Thus,
we omit variable labor supply, which would otherwise help cohorts self insure against macro
shocks. We also omit progressive income taxation, which redistributes, in part, from winning
to losing generations. And we ignore all social insurance programs other than Social Security.
Each agent works through retirement age R, dies at age G, and maximizes expected
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lifetime utility. There are no adjustment costs, so firms maximize static profits. Including
adjustment costs would be attractive in increasing asset-return volatility in our baseline
calibration, which evinces too little such variation. There is, unfortunately, no theoretical
guide for doing so. When financial markets are incomplete, as in our model, differently
aged shareholders will disagree on every jointly owned company’s investment strategy – its
timing and scale. The reason is that any given investment decision will, in the presence of
adjustment costs, pay off differently in particular states for different investors. Resolving
this longstanding question of what firms maximize when their shareholders have different
risk exposures, i.e., when financial markets are incomplete, is, unfortunately, beyond this
paper’s scope.

2.1

Endowments and Preferences

The economy is populated by G overlapping generations that live from age 1 to age G. All
agents within a generation are identical and are referenced by their age g at time t. Each
cohort supplies `g units of labor per period, which equals 1 before and 0 after retirement.
Hence, total labor supply equals R. Utility in a given year is time-separable and isoelastic,
with risk aversion coefficient γ. Thus,

u(c) =

2.2

c1−γ − 1
.
1−γ

(1)

Technology

Production is Cobb-Douglas with output, Yt , given by
Yt = zt Ktα Lt1−α ,
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(2)

where z is total factor productivity, α is capital’s share, Kt is capital, and Lt is labor demand.
Equilibrium factor prices satisfy


Kt
R

α

wt = z(1 − α)
,
 α−1
Kt
− δt ,
rt = zα
R

(3)
(4)

with depreciation shock, δt ∼ N (0, ψ 2 ).
Total factor productivity, z, obeys

ln(zt+1 ) = ρ ln(zt ) + t+1 ,

(5)

where t ∼ N (0, σ 2 ).

2.3

Financial Markets

Households save and invest in either risky capital or one-period safe bonds. Absent borrowing
costs, investing 1 unit of consumption in bonds at time t yields 1 + r̄t units of the model’s
single good in period t + 1. The return, r̄t , is indexed by t – the time it’s determined. The
asset demand of a household age g at time t is given by ag,t and its share of assets invested
in bonds is given by νg,t . The supply of capital in period t, Kt , satisfies

Kt =

G
X

ag,t−1 .

(6)

νg,t ag,t = 0.

(7)

g=1

Bonds are in zero net supply, hence for all t,
G
X
g=1

As shown in Green and Kotlikoff (2008), fiscal policy can be labeled in an infinite number
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of ways to produce whatever time path of explicit and implicit debts the government wishes
to report. Such relabeling makes no difference to this or any other neoclassical model.7
Hence, our model can be viewed as including government debt or not depending on the
reader’s linguistic preferences. With government debt included in the policy’s labeling, the
left-hand-side of (7) would be larger by the amount of debt. But the right-hand-side would
also be larger by exactly the same amount, leaving the capital stock unchanged.8
How can a one-period bond market among the living impact generational risk? It obviously can’t be used to share risk between the living and the unborn. But it can help
contemporaneous generations share risks. For example, workers can hedge negative TFP
shocks by buying bonds from retirees who can use the proceeds to buy stock. Retirees are in
a position to sell bonds to workers because part of their resources, namely the principal of
their assets, is insulated from TFP shocks. This is particularly the case for older retirees who
have the fewest years left to live and whose consumption is disproportionately determined
by their asset holdings (principal) as opposed to the return on their assets.
Depreciation shocks reverse this logic, but to a lesser degree than one might first think.
A large negative depreciation shock directly hurts retirees, who are the primary owners of
capital. But, thanks to the induced shortage of capital, it also helps them by raising the
rate of return over the short term. As for workers, reductions in capital leads to reductions
in wages.

2.4

Borrowing Costs

We model borrowing costs following Hasanhodzic (2014), who uses the function of Chen and
Mangasarian (1996), as specified below. The cost function increases smoothly in the amount
borrowed and is essentially zero for positive bond holdings as well as bond positions close to
7

I.e., all relabeled models are isomorphisms.
The ability to relabel a neoclassical model, comprised of rational agents who see through labels, with
a given generational redistribution policy so that it has whatever time-path of government debt one wishes
to report does not imply that changes in generational policy have no impact. It simply implies that the
reported size of government debt does not help measure generational policy.
8
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zero. Specifically, to borrow the amount νa households pay a cost f (ν)a, where


1
5bν+5
f (ν) = 0.2 −bν − 1 + ln(1 + e
)
5

(8)

and b is a parameter governing the slope of f . Clearly, f is increasing in the share of assets
borrowed, ν. And the marginal borrowing cost is increasing in the total amount borrowed
(νa).9

2.5

Government

Social Security benefits are financed by a wage tax, τ , and provided to all retirees on a
per-capita basis. Let Hg,t denote taxes and benefits paid and received by agents who are age
g at time t. Then
Hg,t = τ wt `g

(9)

and
PG
Bg,t = (1 − `g )

Hg,t
,
80 − R
g=1

(10)

where (10) enforces Social Security budget balance.
9

As explained in Hasanhodzic (2014), specifying the borrowing costs via f (ν)a rather than f (νa) ensures
that the model remains scalable. With 2a in assets and a given ν, the marginal cost is the same as with a
in assets and that same ν since extra assets can be used as collateral. This is in line with Goodfriend (2005)
and Goodfriend and McCallum (2007).
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2.6

Households

At time t, the economy’s state is (st , zt ), with st = (x1,t ,. . . ,xG−1,t ) denoting the set of
age-specific holdings of cash-on-hand.10
n

o
Vg (s, z) = maxc,a,ν u(c) + βE Vg+1 (s0 , z 0 )
for g < G, and

(11)

VG (s, z) = u(c)

(12)

subject to

c1,t = `1 wt − a1,t − H1,t + B1,t ,


cg,t = `g wt + νg−1,t−1 (1 + r̄t−1 ) + (1 − νg−1,t−1 )(1 + rt ) ag−1,t−1 − ag,t

(13)
(14)

− If (νg−1,t−1 ag−1,t−1 ) − Hg,t + Bg,t ,
for 1 < g < G, and


cG,t = `G wt + νG−1,t−1 (1 + r̄t−1 ) + (1 − νG−1,t−1 )(1 + rt ) aG−1,t−1

(15)

− If (νG−1,t−1 aG−1,t−1 ) − HG,t + BG,t ,

where cg,t is the consumption of a g-year old at time t, I is an indicator variable that equals
1 if there are borrowing costs and 0 otherwise, f is the borrowing cost function described
above, and (13)–(15) are budget constraints for age group 1, those between 1 and G, and for
those age G.
10

Note that xG,t , the cash on hand of the oldest generation is not included in the state vector. When
the depreciation shock, δ, is zero, the value of xG,t can be inferred from the other state variables. When δ
is random, this is no longer the case. Now the initial value of xG,t (or equivalently the initial value of δ)
is needed to fully characterize the economy’s initial-period state vector. But we still exclude xG,t from the
state vector because it provides no addition information about the economy’s future evolution. Also, we can
directly calculate xG,t and, thus, the consumption of the old for periods beyond the first.
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2.7

Equilibrium

Given the initial state of the economy (x1,0 , . . . , xG−1,0 , z0 ), the recursive competitive equilibrium is defined as follows.

Definition. The recursive competitive equilibrium is governed by the consumption functions, cg (s, z), the share of savings invested in bonds, νg (s, z), factor demands of the representative firm, K(s, z) and L(s, z), government policy, H(s, z) and B(s, z), as well as the
pricing functions, r(s, z), w(s, z), and r̄(s, z), such that:
1. Given the pricing functions, the value functions (11) and (12) solve the recursive problem of the households subject to the budget constraints (13)–(15), and ag , νg , and cg
are the associated policy functions for all g and for all dates and states.
2. Wages and rates of return on capital satisfy (3) and (4).
3. The government budget constraint (10) is satisfied.
4. All markets clear.
5. Finally, for all age groups g = 1, . . . , G − 1, optimal intertemporal consumption and
investment choice satisfies
 u0 (cg+1 (s0 , z 0 )) 

1 = βEz 1 + r(s0 , z 0 )
u0 (cg (s, z))

 u0 (cg+1 (s0 , z 0 )) 
0 0
+ IβEz νg (s, z)(r̄(s, z) − r(s , z )) − f (νg (s, z))
u0 (cg (s, z))

(16)

and
h
i
0 = Ez u0 (cg+1 (s0 , z 0 )) r̄(s, z) − r(s0 , z 0 ) − If 0 (νg (s, z)) ,

where Ez is the conditional expectation of z 0 given z.
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(17)

3

Calibration

Our calibration is standard. We exclude demographic and secular technological change since
our focus is on risk, not long-run trends. We summarize our calibration in Table 1 and
provide more details below.
Calibration Summary

Calibration

Baseline
Larger Shocks
Extra-Large Shocks
Baseline with Low Negative Risk-Free Rate
Baseline with Low Risky Rate and Even Lower Negative Risk-Free Rate
Baseline with Low Risky Rate and Low Negative Risk-Free Rate

Demographics,
Endowments, and
Preferences
annual
G
R
γ
β
80
45 0.9606
2
80
45 0.9606
2
80
45 0.9606
5
80
45 0.9606
2
80
45 0.9990
2
80
45 0.9990
2

TFP Process
Parameters
(Quarterly)

Stochastic
Depreciation
S.D.

Borr.
Costs
Slope
b

ρ

σε

ψ

0.95
0.95
0.95
0.95
0.95
0.95

0.01
0.01
0.01
0.01
0.01
0.01

0.011
0.034
-

28
25
45
45
31

Table 1: Summary of model parameters under different calibrations.

3.1

Endowments and Preferences

Agents work for 45 periods and live for 80. We set the quarterly subjective discount factor, β,
to 0.99. This implies an annual value of 0.96 for β. Under all calibrations except extra-large
shocks, risk aversion, γ, equals 2. Under the extra-large shocks calibration it equals 5.

3.2

Technology

Baseline Calibration
Hansen estimates a quarterly value for the autocorrelation coefficient, ρ, in the TFP process
of 0.95 and a standard deviation, σ, of the innovation  ranging from 0.007 to 0.01. Prescott’s
(1986) estimates are 0.9 for ρ and 0.00763 for σ. Our assumed quarterly values for ρ and σ
are 0.95 and 0.01, respectively. On an annual basis they are 0.814 and 0.019, respectively,
generating a mean TFP value of 0.997 with a standard deviation of 0.033 and a coefficient
of variation of 3.29 percent. The resulting correlation coefficient between the wage and the
rate of return on capital is 0.544.
14

Larger Shocks Calibration
The larger shocks calibration features both TFP and depreciation shocks. The TFP process
is our baseline’s. The quarterly value of the standard deviation, ψ, of the depreciation shock,
δ, is set at 0.011, implying an annual value of 0.045.11 This is far higher than the 0.0052
quarterly estimate of Ambler and Paquet (1994). Recall that ψ is set to reproduce the
standard deviation of the return to national wealth.

rt =

Wt+1 − Wt + Ct − Et
,
Wt

(18)

where Wt , Et , Ct , and rt stand for time-t wealth, labor income, economy-wide consumption,
and the rate of return on economy-wide wealth.12
With the larger shocks calibration, the wage has a standard deviation of 0.117 around
a mean of 1.934, for a coefficient of variation of 6.047 percent. The correlation coefficient
between the wage and the rate of return on capital is -0.054, well within Davis and Willen’s
(2000) empirical estimates.

Extra-Large Shocks Calibration
Under this calibration, the baseline TFP process is, again, retained, but the quarterly standard deviation of the depreciation shock is increased to 0.034, implying an annual value of
0.137. This brings our model’s Sharpe ratio in line with that of the stock market. Empirical
estimates of the historic equity premium and the standard deviation of the return on stocks
and, therefore, the Sharpe ratio vary greatly depending on the time period used and the
security chosen to proxy for the safe asset. This said, the equity premium generally targeted
is 4 percent (see, e.g., Jagannathan, McGrattan, and Scherbina, 2001). This accords with
Siegel’s (1998) estimate based on data for the last two centuries. Mehra (2008) suggests that
11

We treat Y (equation 2) as the net production function and set the mean value of depreciation at zero.
We measure total labor income assuming labor’s share of proprietorship and partnership income is the
same as its share of national income. Note, some components of the Federal Reserve wealth series are carried
at book, which biases downward our estimate of the variability of the national wealth return.
12
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the historic equity premium ranges from 2 to 4 percent if an inflation-indexed, default-free
bond portfolio is used as a proxy for the risk-free rate. As for the standard deviation of
stock returns, Constantinides, Donaldson, and Mehra (2002) report a range of 13.9 to 15.8
percent.13 Combining a 4 percent equity premium and a 14 percent standard deviation of
the real equity return implies a Sharpe ratio of 0.286.
Our model’s extra-large shocks calibration generates a risk premium of 4.63 percent and
a standard deviation of the return to capital of 13.92 percent, producing a Sharpe ratio of
0.333. These values are in line with the historical record of measured equity returns. They
also accord with the practitioner literature (see, e.g., Hasanhodzic, Lo, and Patel, 2009). The
correlation coefficient between the wage and the rate of return on capital is -0.120, which,
again, is empirically realistic.

3.3

Borrowing Costs

The borrowing costs function is calibrated such that the ratio of the marginal borrowing cost
to the risk-free rate ranges from 15 to 20. Many credit card companies now charge interest
rates between 15 and 25 percent. Given short-term yields on Treasuries, this borrowing cost
ratio seems reasonable. Moreover, even borrowers with high incomes, excellent credit, and
considerable home equity face home equity rates that can be 10 or more times higher than
the one-month T-Bill rate. To produce this ratio, we set the borrowing cost parameter b
at 28 and 25 in the baseline and larger shocks calibrations, respectively. An even steeper
borrowing costs function is needed with b set to 45 to generate a negative risk-free rate under
the two calibrations with this feature.
13

This is in line with the standard deviation of the annualized return on the S&P500 Total Return Index
over the last 22 years.
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3.4

Government

We set the payroll tax rate, τ , at 15 percent. This is reasonable value for the U.S. given that
its Social Security and Medicare employee plus employer FICA tax is 15.3 percent. Both
benefits are primarily paid to retirees. In our sensitivity analysis we also consider payroll
tax rates of 1 percent.

3.5

Returns to U.S. Wealth and Safe Assets

Our data on the return to national wealth cover 1947-2015 and is plotted in Figure 1.
The model’s safe rate of return is calculated as the annualized real return on one-month
Treasuries from 1947-2015. The mean and standard deviation of the two series are reported
in the bottom panel of Table 2.

Figure 1: Annual real return to U.S. wealth and annual real return to 3-Month T-Bills, in percent, from
December 1948 to December 2015.
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4

Results

Turning to the results, for each calibration (baseline, larger shocks, extra-large shocks, and
the negative risk-free rate), we first compare asset returns and aggregate variables with their
empirical counterparts. We then assess the effect of Social Security and, for the third calibration, the bond market on generational risk. In each case, our generational risk measures
are based on the economy’s performance 300 years into its transition.

4.1

Summary Statistics of Asset Returns, Aggregate Variables,
and Asset Demands

Table 2 compares returns to capital and the safe bond in our model and in the data. Our
data on the return to national wealth cover 1947-2015. Our safe rate of return is calculated
as the annualized real return on one-month Treasuries from 1947-2015. The risk premium in
the model ranges from 3.55 percent to 6.03 percent depending on the calibration compared
to 5.43 percent in our data. The larger shocks calibration, regardless of whether it includes
Social Security, reproduces the variability of the real return to U.S. wealth. Specifically,
the standard deviation of the return to capital ranges from 4.61 percent to 4.62 percent in
the model compared to 4.89 percent in the data. Thus, this calibration also comes close to
matching the observed Sharpe ratio – 0.78 in the model vs. 1.11 in the data.
Table 2 also shows that the extra-large shocks calibration overstates the standard deviation of the returns to capital by a factor of almost three (14.00 percent in the model vs. 4.89
percent in the data). However, this model’s risk premium and Sharpe ratio (3.98 percent
and 0.284, respectively) accord with returns on Treasuries and the stock market.
Finally, the baseline calibration understates the standard deviation of the returns to
national wealth by an order of magnitude – 0.14 percent in the model vs. 4.89 percent
in the data. However, as Table 3 shows, the variability of output and consumption in the
model closely match the data – 2.10 percent in the model vs. 1.75 percent in the data for
18

consumption and 3.72 percent in the model vs. 3.33 percent in the data for output).14 For
the larger shocks and extra-large shocks calibrations, the model’s consumption variability
is overstated three-fold and sixteen-fold. The output variability under these calibrations is
overstated somewhat less, by factors of 1.7 and 5.5, respectively.
Summary Statistics of Rates of Return

Mean
Return to
Capital (%)

Mean Safe
S.D. of
Risk
Sharpe
Rate of
Return to Premium
Ratio
Return (%) Capital (%)
(%)
Baseline Calibration
0.140
0.138
3.750 27.229
1.108
0.176
3.750 21.264

No Social Security
Social Security

3.890
4.859

No Social Security
Social Security

3.925
4.931

Larger Shocks Calibration
0.307
4.610
3.618
1.375
4.625
3.556

0.785
0.769

No Social Security
Social Security

2.566
4.593

Extra-Large Shocks Calibration
-1.412
13.997
3.977
1.040
14.129
3.553

0.284
0.251

No Social Security
Social Security

3.900
4.859

Negative Risk-Free Rate Calibration
-2.125
0.138
6.025
-1.167
0.176
6.026

43.648
34.166

Data Based On Return to U.S. Wealth
6.512
1.083
4.886
5.429

1.111

Table 2: Summary statistics of rates of return in the model and in the data.
Our models’ mean return to capital ranges from 2.57 percent to 4.93 percent, depending, crucially on the presence of Social Security. This falls short of the 6.51 percent mean
return to U.S. wealth. But we could easily introduce additional government policies, such
as government consumption financed by an income tax, that would crowd out capital and
raise capital’s return to match that of the data.15
Figures 2 and 3 plot average stock and bond demands over the life cycle. Stock holdings
14

Following Prescott (1986), we detrend real net national product and real personal consumption expenditures for the years 1929 to 2020 and form the standard deviation of the percent deviations from trend. Our
model abstracts from growth, so we simply form the standard deviation of our model’s percentage deviation
of annual output or consumption from their means.
15
We chose not to include other sources of crowding out to isolate the impact of Social Security on
generational risk and to improve the chances that pay-go Social Security could effect a net long-run welfare
gain.
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Standard Deviation of Percent Deviations of Output and Consumption
from Trend: Models vs. Data
Output
S.D. (%)

Model/Data

Consumption
S.D. (%)

Baseline Calibration
No Social Security
Social Security

3.725
3.813

2.097
2.314

No Social Security
Social Security

5.671
5.663

9.070
8.165

No Social Security
Social Security

Extra-Large Shocks Calibration
18.200
17.640

27.852
23.219

Larger Shocks Calibration

Negative Risk-Free Rate Calibration
No Social Security
3.726
Social Security
3.813
Data (Real NNP or Real Consumption Expenditures)
Aggregate Data, 1929-2020
3.334
Per Capita Data, 1929-2020
3.323

2.100
2.314
1.751
1.776

Table 3: Standard deviation of percent deviations from trend of U.S. real Net National Product and real
personal consumption expenditures, 1929–2020 and standard deviation of percent deviations of output and
aggregate consumption from their means in the model under different calibrations.
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are shown for all three calibrations, whereas bond holdings are shown only for the extra-large
shocks calibration. Recall that borrowing costs close down the bond market in the first two
calibrations.
Figure 2 shows what one would expect: Social Security reduces private asset accumulation
and, thus, stock holdings across all age groups. When their net wage is lower due to the
Social Security tax, the young have less income out of which to invest, and with Social
Security benefits providing old-age insurance, the old have less incentive to save. Also, note
that while under the first two calibrations the youngest age groups save very little, in the
third one they do. The reason for this is that under the third calibration, the young can
borrow to invest in stocks.

Figure 2: Average stock demands over the life cycle under different calibrations, with and without Social
Security.

As Figure 3 shows, the young borrow (supply bonds) and the old lend (demand bonds).
This is expected since most of the resources of the young comprise their human capital,
which is less risky than and, indeed, negatively correlated with the return on stocks. I.e.,
the young use the bond market to insure the old.
21

As Figure 3 indicates, the young in our model short bonds to buy stock. This may seem
unrealistic. On the other hand, a typical, say, 35 year-old could well have significant student
loans, major credit card bills, and a mortgage while simultaneously investing their 401(k) in
equity.16

Figure 3: Average bond demands over the life cycle under the extra-large shocks calibration, with and
without Social Security.

4.2

Generational Risk Measures

We next report our generational risk measures for each calibration.
4.2.1

Generational Risk – Cohort-Differences in Realized Lifetime Utility

Table 4 reports cross-cohort average absolute compensating-consumption differentials needed
to achieve our model’s long-run expected utility. The model-generated data used in this
16

A more subtle mechanism by which young workers may be borrowing from the old to purchase stocks
is via their company’s borrowing on their behalf and paying them, under implicit long-term contracts, more
when the company, in which they implicitly own stock, does well. These payments may be contemporaneous
with company’s performance or made through time. This effectively lets workers borrow to invest in stocks.
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analysis are derived by running our model for 750 years from a common initial position
and using realized lifetime utility values of cohorts born after year 300. To repeat, we
calculate, for each generation, the factor, λ, by which we need to multiply each year’s realized
consumption to produce the same realized lifetime utility as all post year-300 generations
experience on average. Specifically, for generation born in period t, their λt is computed as
λt = Ū/Ut , where
750

1 X 1−γ
1−γ
1−γ
c1,t + βc2,t+1
+ · · · + β 79 c80,t+79
, and
Ū =
450 t=301

(19)

1−γ
79 1−γ
Ut = c1−γ
1,t + βc2,t+1 + · · · + β c80,t+79 .

(20)

Next, we compute the average absolute value of this factor’s deviation from 1. The closer
is this average to 0, the smaller is generational risk, i.e., the less a cohort’s date of birth
matters to its realized lifetime utility.

Absolute Percentage Adjustments to Achieve Average
Realized Utility of Newborns
Max
Min
Mean
Baseline Calibration

No Social Security
Social Security

0.001
0.006

1.396
1.462

4.949
5.221

S.D.

1.293
1.348

Larger Shocks Calibration

No Social Security
Social Security

0.005
0.007

2.128
1.958

9.143
9.640

1.960
2.062

Extra-Large Shocks Calibration

No Social Security
Social Security

0.045
0.012

15.303
12.388

66.144
55.677

12.875
11.158

Table 4: Means, standard deviations, minimums, and maximums of absolute percent adjustments in each
cohort’s annual consumption needed to achieve the post-transition average realized lifetime utility of newborns.

As the table shows, generational risk averages 1.40 percent under the baseline calibration
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Percentage Adjustments to Achieve Average Realized Utility of
Newborns When Adjustments Are Positive
Min
Mean
Baseline Calibration

No Social Security
Social Security

0.002
0.006

1.543
1.600

Max

S.D.

4.949
5.221

1.355
1.403

9.143
9.640

2.183
2.338

Larger Shocks Calibration

No Social Security
Social Security

0.009
0.007

2.123
1.971

Extra-Large Shocks Calibration

No Social Security
Social Security

0.172
0.012

18.496
14.963

66.144 16.454
55.677 14.307

Table 5: Means, standard deviations, minimums, and maximums of percent adjustments in each cohort’s
annual consumption needed to achieve the post-transition average realized lifetime utility of newborns, when
those adjustments are positive.

Percentage Adjustments to Achieve Average Realized Utility of
Newborns When Adjustments Are Negative
Min
Mean
Baseline Calibration

No Social Security
Social Security

-4.855
-5.151

-1.274
-1.345

Max

S.D.

-0.001
-0.007

1.230
1.292

-0.005
-0.014

1.712
1.753

Larger Shocks Calibration

No Social Security
Social Security

-6.726
-6.226

-2.133
-1.945

Extra-Large Shocks Calibration

No Social Security
Social Security

-44.100
-36.427

-14.236
-11.423

-0.045 11.262
-0.180 9.567

Table 6: Means, standard deviations, minimums, and maximums of percent adjustments in each cohort’s
annual consumption needed to achieve the post-transition average realized lifetime utility of newborns, when
those adjustments are negative.
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with a standard deviation of 1.29 percent and the maximum value of 4.95 percent. These
values seem small, although perspectives may differ. Adding Social Security makes all three
values slightly larger – 1.46 percent, 1.35 percent, and 5.22 percent.
How can Social Security increase generational risk in our single TFP-shock baseline?
Both micro and macro factors are at play. On the micro side, with Social Security, the autocorrelated TFP shocks that retirees experience now impact not just their returns to capital,
but also their Social Security benefits given that these benefits depend on the prevailing
wage. Thus, if one considers the realized lifetime budget constraint agents face, the entire
path of TFP-generated, autocorrelated wage shocks interacts with the concomitant path of
autocorrelated risky return shocks.17 This interaction, occurring in our model, is highly
complex. Absent Social Security, the discounting of realized lifetime resources would end
at retirement. Now it continues through the end of life through the discounting of benefits.
Hence the non linear impact of TFP return shocks on realized lifetime resources has more
scope to impact consumption choice.18
Second, due to Social Security’s crowding out, agents face lower wages and higher risky
returns, on average. Hence, the same percentage sized TFP-induced shocks to the return
on capital will be larger in absolute terms. Since interest rates have non-linear impacts on
realized present values of resources, this can make realized resources more variable which
necessarily entails more variability in realized lifetime consumption. Third, Social Security represents a random floor on retirees’ old-age living standards. This assurance that
consumption in old age is no longer entirely tied to one’s accumulated savings and returns
earned prior to retirement can lead agents to consume in a less risk-averse fashion, raising
individual agents’ and the economy’s overall average propensities to consume.19 Fourth, the
17

Agents’ realized present values of lifetime resources don’t involve the realization of safe bond returns
over their lifetimes in three of our four calibrations. Hence, this statement refers to just three calibrations.
18
Of course, with risk averse agents, ex-post realized lifetime resources doesn’t determine ex-ante consumption choice. But thinking about realized resources helps illuminate how the TFP shock process impacts
agents’ budgets with and without Social Security.
19
Again, this echos Rı́os-Rull’s (1994) paradoxical finding that better micro-level insurance can magnify
macro economic fluctuations.
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positive autocorrelation of the TFP shock will also raise agents’ propensities to consume.
The reason is simple. High benefits today likely spell high benefits tomorrow. Fifth, the
age-distribution of wealth and, thus, the 79 age-specific, cash-on-hand state variables is altered by Social Security. Since, apart from shocks, the distribution of these 79 variables
impacts each age group’s consumption at each date, Social Security’s induced changes in the
stochastic distribution of these 79 variables can produce complex consumption changes. This
is where having a precise solution method matters. Were the method imprecise, one could
not distinguish either generational risk or contemporaneous risk sharing from computation
error.
Table 4 results for the larger and extra-large shocks calibrations are quite different. Now
the elderly face a significant shock – the depreciation shock – that doesn’t concomitantly
impact the young. And Social Security now plays a more important risk-mitigating role.
Being able to rely on transfers from the young limits both the downside and upside from
depreciation shocks. Hence, it’s no wonder that Social Security reduces generational risk in
the second and third calibrations. As the Table 4’s larger shocks calibration shows, absent
Social Security the average absolute generational risk is 2.13 percent. This figure exceeds
that of the baseline, but still seems modest. The standard deviation of the adjustment is 1.96
percent and the minimum and maximum adjustments are 0.005 percent and 9.143 percent,
respectively. Since generational risk is now somewhat larger, Social Security has more scope
to share risk. For example, it reduces the average adjustment to 1.96 percent, although it
increases the standard deviation and the minimum and maximum values to 2.06 percent,
0.007 percent, and 9.640 percent, respectively.
Consider next Table 4’s extra-large shocks results. Now the model generates substantial
generational risk through time and Social Security is fairly effective in mitigating that risk.
The average (maximum) value of the absolute adjustment is 15.30 percent (66.14 percent)
without Social Security and 12.39 percent (55.68 percent) with it.
Tables 5 and 6 decompose our absolute average generational risk measure into its positive
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and negative components. In our baseline, the average positive adjustment needed to compensate generations for having lower than average realized lifetime utility is 1.53 percent of
annual consumption absent Social Security. With Social Security, it’s 1.60 percent. For those
who fare better than average, their annual consumption needs to be reduced by, on average,
1.27 percent when Social Security is not in place. With Social Security, the average reduction
is 1.35 percent. These adjustments are what’s needed, on average, to keep otherwise winning
generations from realizing higher than average lifetime utility. For generations hit with the
worst (best) luck, the positive (negative) adjustment is roughly 5.0 (5.1) percent.
The upshot of these baseline findings as well as the other Tables 5 and 6 results is,
again, that risk is modest in the baseline, moderate in the larger shocks calibration, and
major in the extra-large shocks calibration. The biggest positive (negative) adjustment in
the extra-large shocks calibration is 66.14 (44.10) percent.

4.2.2

Contemporaneous Risk

We next ask whether contemporaneous generations are experiencing materially different
shocks as measured by differences in their annual percentage consumption changes. If so, such
changes could be pooled either via private arrangements or government policy. Recall that
full risk sharing among contemporaneous generations, indeed all agents, with the homothetic
preferences considered here, requires equal percentage changes in the consumption from one
period to the next. Hence, one can measure the extent of generational risk by considering the
co-movement of consumption across age groups as well as the extent of consumption adjustments that would be needed to achieve perfect consumption co-movement. Specifically, let
adjg,t denote the adjustment of generation g at time t. Then, adjg,t is defined as the distance
between the percent change in aggregate consumption at time t,
the percent change in consumption of generation g at time t,

Caggregate,t −Caggregate,t−1
,
Caggregate,t−1

and

Cg,t −Cg−1,t−1
.
Cg−1,t−1

Table 7 summarizes the agent- and year-specific absolute percentage consumption adjustment needed to achieve perfect risk sharing, i.e., to ensure that all agents experience the
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Absolute Percentage Adjustments to Achieve
Perfect Risk Sharing Among Contemporaneous
Generations
Min Mean
Baseline Calibration

No Social Security
Social Security

0.000
0.000

Max

0.206
0.310

S.D.

1.137 0.147
0.968 0.119

Larger Shocks Calibration

No Social Security
Social Security

0.000
0.000

0.933
0.713

5.904 0.699
3.811 0.534

Extra-Large Shocks Calibration
No Social Security
0.000 0.437 4.557 0.341
Social Security
0.000 0.296 4.179 0.289

Table 7: Absolute percent adjustments to achieve perfect risk sharing among contemporaneous generations.
Minimum, mean, and maximum are taken across all cohorts and all time. The standard deviation value is
the mean across cohorts of cohort-specific standard deviations.

same percentage change in the year in question.20 It shows that the average (across agents)
absolute percentage adjustment needed to achieve full risk sharing is 0.206 percent under
the baseline calibration without Social Security. Again, if all contemporaneous generations
fully pooled risk, everyone’s annual consumption would, on a percentage basis, rise or fall in
unison between one year and the next. Table 4 indicates that very little redistribution among
contemporaneous generations is needed to assure that outcome. The standard deviation is
only 0.147 percent. Hence, contemporaneous risk among contemporary cohorts is quite small
even absent any government risk-sharing. Indeed, the maximum absolute adjustment is only
1.14 percent.
Adding Social Security to the risk-sharing mix slightly exacerbates contemporaneous risk,
raising the average adjustment needed to achieve perfect risk sharing to 0.310 percent. Recall
that we are simulating pay-go Social Security with a fixed tax rate. Clearly, if the share of
20

Values of 0.000 and 1.000 reflect rounding.
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elderly were very small, TFP shocks could produce major changes in tax revenues, which
would then be spread, in terms of benefits, over a small number of beneficiaries. In this case,
Social Security could produce more risk across contemporaneous generations. Hence, there is
no ex-ante reason to expect pay-go Social Security to always share risk appropriately among
those alive at a point in time. This is particularly the case since the system was never
designed to share contemporaneously risk among existing generations. Under the larger
shocks calibration, the absolute adjustments are larger, but still quite small – 0.933 percent
– on average. The maximum adjustment in this case is 5.90 percent. In this case, adding
Social Security improves risk sharing. It reduces the average absolute adjustment needed
for full risk sharing by one quarter. It also lowers the standard deviation of the adjustment
and its maximum value. Social Security has a similar effect under the extra-large shocks
calibration where the average absolute adjustment needed for full risk sharing is reduced by
forty percent.

4.2.3

Another Way to Assess Generation Risk

Percentage Adjustments to Equate the Expected Utility of a
Newborn in the Baseline Calibraton to the Utility of a
Newborn in the World of Certainty Starting from Different
Initial States
Initial State
Low Capital, Low TFP
Median Capital, Median TFP
High Capital, High TFP
High Capital, Low TFP
Low Capital, High TFP

Percentage Adjustment
-1.482
0.502
2.374
-1.318
2.593

Table 8: Absolute percent adjustments needed to equate the expected utility of a newborn born under our
baseline calibration into a particular state of the world to the utility of a newborn born under certainty in
the same initial state. In the model with certainty, wage and interest rate equal those in the initial state of
the baseline calibration model and do not change through time. Different initial states are characterized by
different combinations of high (75th percentile), low (25th percentile), or median initial capital stock and
TFP shock.
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Above, we asked what agents born in different states would, on average, pay, in absolute
terms, to have the average utility they would have expected before being born. Table 8 asks
a related question – how much would agents born into a particular state pay to experience no
further uncertainty over their life cycles. The table presents the absolute percent adjustments
needed to equate the expected utility of a newborn born under a baseline calibration in a
particular state of the world to the utility of a newborn born under certainty in the same
initial state. In the model with certainty, the wage and interest rate equal those in the
initial state of the baseline calibration model and do not change through time. Different
initial states are characterized by different combinations of high (75th percentile), low (25th
percentile), or median initial capital stock and TFP shock.21 The adjustments are computed
as compensating consumption differentials, i.e. the factor by which we need to multiply the
newborn’s consumption in each year and state of life to produce the same expected lifetime
utility as would be achieved in the world of certainty starting from the same initial condition.
Clearly, living with uncertainty has a positive or negative cost depending on the state
in which you are born. Those born in states with low capital would prefer to live with
uncertainty because, on average, the capital stock and their wages will rise, which matters
more to them than the associated average decline in the return to capital. This, of course,
is due to the model’s mean reversion. Contrariwise, those born in states with high capital
would prefer to experience the high wages, if lower return to capital than fixed future factor
prices would entail.
Fortunately for some and unfortunately for others in this economy, there is no way to
eliminate aggregate risk. Hence, the figures in Table 8 don’t directly speak to generational
risk – having a better or worse outcome than other generations. But the differences in Table
8’s values do shed light on generational risk. Take the values in the first and third rows.
21

We chose the vector of state variables that produce the closest values of these targeted levels of capital
and TFP. Other vectors generating similar values produce similar results. Hence, the fact that the absolute
compensating difference in the low capital, high TFP case is somewhat larger than in the high capital, low
TFP case reflects the particular state vector used.
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They tell us that the generation born in good times is willing to sacrifice 1.482 percent of
their annual consumption to remain in the state in which they were born. And for those
born in bad times, they would pay 2.374 percent. The difference between these values is in
the same ball park as our baseline, no-Social Security generational risk measure reported in
Table 4.22

4.2.4

Generational Risk Under the Negative Risk-Free Rate Calibration

Tables 9 and 10 revisit, for our baseline calibration, Tables 4 and 7, but set the borrowing
cost function to generate a negative 2 percent safe return. As a comparison of these tables
shows, positing a lower risk-free rate and, thus, a larger growth premium makes no difference to either our measure of generational risk or contemporaneous risk sharing. The same
holds whether or not Social Security is in the picture. This finding reinforces Hasanhodzic’s
(2020) and Brumm et al.’s (2021b) demonstration that Blanchard’s conjectured gains from
intergenerational redistribution policy a) reflect generational risk sharing, but b) necessitate
his strong assumption, absent here, that half of workers’ wages are certain, leaving workers
in an ideal position to share risk with the elderly via Social Security.23

4.2.5

Examining the Blanchard Conjecture

In his famous paper, Blanchard (2019) posited a two period life-cycle model in which paygo Social Security, financed by a fixed payroll tax – the Social Security policy considered
here – can raise all generations’ ex-ante expected remaining or entire lifetime utility levels.24
22

Of course, the two measures should not be the same. The Table 4 measure takes, as given, macro
uncertainty and considers what generations would need to receive or sacrifice to enjoy the welfare agents
experience, on average, from landing in their birth state and experiencing a lifetime of macro shocks. Here,
we’re not comparing realized utility under macro uncertainty against average realized utility under macro
uncertainty. Instead, we’re comparing realized utility with no uncertainty against average realized utility
under macro uncertainty.
23
Private markets can’t achieve this risk pooling because of Blanchard’s assumption of two periods, which
leave the contemporaneous young unable to contract with the contemporaneous old.
24
Ex-ante references the time of policy implementation, not the time of cohort birth. This distinction is
relevant for unborn generations.
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As Blanchard (2019)’s paper indicates, such Pareto improvements arise only for what are,
arguably, unrealistic large growth and small risk premiums. Brumm et al. (2021b) also
show, as mentioned, that Pareto gains, when they arise, reflect improved intergenerational
risk sharing, not intergenerational redistribution per se. This explains why Blanchard’s
assumption that half of wages are fixed, independent of macro shocks, is crucial to his
Pareto gains when they arise.
As mentioned, Krueger and Kubler (2006) explored pay-go Social Security’s ability to
achieve Pareto gains. Their answer is no. But, recall, they use an ex-interim expected
utility criterion, assume Epstein-Zin preferences, and consider a nine period model. Our
Pareto criterion is the same as Blanchard’s, although we assume a more realistic degree
of risk aversion. Our model features 80, rather than 2 periods. And we drop Blanchard’s
assumption that half of wages are perfectly safe.
Table 11 considers Blanchard’s conjecture for our negative risk-free rate calibration as
well as a calibration that features a very large growth premium and a low average return to
capital. This final calibration is designed to give Blanchard’s conjecture the greatest benefit
of the doubt. As the table shows, introducing Social Security, either at a realistic scale – a
15 percent payroll tax rate – or at a small scale – a 1 percent payroll tax rate – reduces the
expected utility of those born in the long run. As expected, the reductions are larger when
the growth premium is smaller and the risky rate is higher, namely 17.83 percent for the 15
percent tax and 1.17 percent for the 1 percent tax. With an even larger growth premium
and an even lower risky rate, long run expected utility falls by less – 12.51 percent and 0.80
percent – for the 15 percent and 1 percent tax rates. But it still falls. Hence, we find no
support for Blanchard’s conjecture.
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Absolute Percentage Adjustments to Achieve Average
Realized Utility of Newborns
Min

Mean

Max

Negative Risk-Free Rate Calibration
No Social Security
0.001
1.398
4.956
Social Security
0.006
1.462
5.221

S.D.

1.295
1.348

Table 9: Means, standard deviations, minimums, and maximums of absolute percent adjustments in each
cohort’s annual consumption needed to achieve post-transition average realized lifetime utility of newborns
under the negative risk-free rate calibration.

Absolute Percentage Adjustments to Achieve
Perfect Risk Sharing Among Contemporaneous
Generations
Max
Min Mean
Negative Risk-Free Rate Calibration

No Social Security
Social Security

0.000
0.000

0.205
0.314

S.D.

1.135 0.147
0.968 0.119

Table 10: Absolute percent adjustments to achieve perfect risk sharing among contemporaneous generations
under the negative risk-free rate calibration. Minimum, mean, and maximum are taken across all cohorts
and all time. The standard deviation value is the mean across cohorts of cohort-specific standard deviations.
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Percent Reduction in Long-Run Expected Utility From Introduction of Social Security
Baseline Calibrations with Negative Risk-Free Rates
Mean Return to
Capital (%)
No Social Security
Social Security with 15% Tax Rate
Social Security with 1% Tax Rate
No Social Security
Social Security with 15% Tax Rate
Social Security with 1% Tax Rate
No Social Security
Social Security with 15% Tax Rate
Social Security with 1% Tax Rate

Mean Risk-Free
Rate (%)

Percent Reduction in Long-Run Expected
Utility From Introduction of SS

Baseline Calibration with Low Negative Risk-Free Rate
3.900
-2.125
4.859
-1.167
17.830
3.953
-2.072
1.170
Baseline Calibration with Low Risky Rate and Even Lower Negative Risk-Free Rate
2.158
-3.866
2.670
-3.354
12.510
2.187
-3.838
0.800
Baseline Calibration with Low Risky Rate and Low Negative Risk-Free Rate
2.147
-2.003
2.670
-1.481
12.582
2.184
-1.967
0.869

Table 11: Percent reduction in the long-run expected utility from the introduction of Social Security with
a 15 percent and an 1 percent tax rate under three different baseline calibrations. All three calibrations
feature a negative risk-free rate, but differ in the magnitude of the mean return to capital and the magnitude
of the mean risk-free rate. The top panel features the risky rate of roughly 4 percent on average, as in
the baseline calibration, and the growth rate of about 2 percent. This is the standard risk premium/high
growth premium case. In the middle panel, we lower the mean risky rate to roughly 2 percent and increase
the growth premium to roughly 4 percent. This is the standard risk premium/even higher growth premium
case. In the bottom panel, we consider the average risky rate of roughly 2 percent coupled with an average
risk-free rate of roughly negative 2 percent, for a lower risk premium/large growth premium case.

34

5

Conclusion

The mitigation of generational risk via Social Security and other government policies has
long intrigued economists. Yet, to our knowledge, ours is the first study to directly measure
this risk along with its potential mitigation.
Our 80-period OLG model with aggregate risk generates different sizes of generational
risk depending on the calibration. Our baseline calibration features only TFP shocks, which
are calibrated to match the variability of output and aggregate consumption. Our larger
shocks and extra-large shocks calibrations set depreciation shocks to replicate the variability
of returns to total U.S. wealth and U.S. equities, respectively. All three calibrations are
commonly considered in the literature.
Our main finding is that generational risk is small or modest if one calibrates shocks
to the volatility of macro aggregates. We also find that Social Security’s ability to mitigate
generational risk depends on the initial size of that risk. Under the baseline calibration, Social
Security slightly exacerbates generational risk. Our larger shocks and extra-large shocks
calibrations, which overstate the variability of macro aggregates, generate substantially more
generational risk. In these cases, Social Security can play a meaningful risk-mitigation role.
We also re-examined, using our baseline calibration, Blanchard (2019)’s conjecture that
deficits may be free – as in achieving a Pareto improvement in all current and future cohorts’
remaining lifetime or entire lifetime levels of expected utility – in OLG models with a high
growth rate, a low safe rate, and a small risk premium. We find no support for this view. On
the contrary, running deficits (redistributing across generations) in the form of pay-go Social
Security and doing so at scale visits major expected utility losses on future generations even
under Blanchard-favorable conditions.
Beyond these points, the paper demonstrates the feasibility of simulating realistic, largescale OLG models with aggregate shocks in which generational policy matters as appears
evident in real economies.
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A

Computational Appendix

OLG models with macro shocks and long-lived agents encounter the curse of dimensionality.
Rı́os-Rull (1994, 1996) uses local perturbation methods to solve such models. However, when
shocks are large, as in our alternative calibration, a global method is preferred. Krussel and
Smith’s (1998) landmark work banishes the curse for certain single-agent models. They show
that the state space in such models may be adequately approximated by sufficient statistics,
such as the size of the economy’s capital stock. Gourinchas (2000), Storesletten, Telmer,
and Yaron (2007) and Harenberg and Ludwig (2016) apply the Krusell and Smith approach
to OLG models. They find it works well for their purposes. But Krueger and Kubler
(2004) argue that Krusell and Smith’s low-dimensional approximation approach cannot, as a
general matter, adequately handle OLG economies – a robustness concern raised by Krusell
and Smith (1998) themselves.
Krueger and Kubler (2004, 2006) represents a major milestone in battling the curse in
OLG models. They calculate solutions for life-cycle models experiencing macro shocks. They
do so by applying Smolyak’s (1963) algorithm to efficiently choose grid values.25 However,
their technique cannot overcome the curse at least in computing models with realistic lifespans measured in years. Indeed, Krueger and Kubler (2006) limit their model to 9 periods
for computational feasibility.26
Our means of dispelling the curse builds on the Generalized Stochastic Simulation Algorithm (GSSA) developed by Judd, Maliar, and Maliar (2009, 2011). GSSA, in turn, builds
on the Parametrized Expectations Approach (PEA) developed by Marcet (1988), Den Haan
and Marcet (1990), Marcet and Marshall (1994), and Marcet and Lorenzoni (1998), notably
by replacing the Monte Carlo integration method employed in these studies with a more
accurate Gaussian quadrature method.
Marcet (1988) is seminal. It contains the fundamental insight that, for computational
purposes, the state space can be limited to the economy’s ergodic set. I.e., economic behavior needs to be calculated only for states the economy will actually visit with non-trivial
probability.
As indicated in Marcet and Marshall (1992) and Judd et al. (2009, 2011), PEA and its
enhancement, GSSA, have been used to solve a wide range of economic models featuring
infinitely-lived agents. Our paper appears to be the first OLG model to implement as
well as build on PEA/GSSA. Unlike Judd et al.’s (2009, 2011) use of assets and shocks as
25

Malin, Krueger, and Kubler (2011) detail this method.
Brumm and Scheidegger (2017) propose an adaptive sparse grid approach to efficiently solve highdimensional dynamic models, although their applications do not include an OLG model.
26
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state variables, the state vector here consists of cash-on-hand and shocks.27 This renders the
computation of the agents’ bond holdings and the risk-free rate computationally challenging,
as each agent’s first order conditions depend on all agents’ bond holdings. Our innovation
is to develop an inner loop to deal with this challenge.
Our solution method is simple and can be easily extended to handle more complex OLG
models. Here we first provide a high level overview and then a more detailed one. At a high
level, we start by drawing a sequence of aggregate shocks. Second, we guess consumption
functions for each of our 80 generations as linear polynomials of the economy’s state vector.
Third, we project the economy forward for 830 years from its initial conditions.28 This
involves clearing the bond market if one is assumed. Fourth, we use the model’s Euler
conditions to update our guessed decision functions. And fifth, we repeat steps two through
four until the Euler conditions are satisfied to a high degree of precision.
More specifically, our algorithm contains outer and inner loops. The outer loop solves for
consumption functions of each generation. This is GSSA. The inner loop uses a combination
of techniques from the numerical analysis literature – Broyden, Gauss-Seidel, and Newton’s
method – to compute the agents’ bond holdings and the risk-free rate that clears the bond
market. This is our innovation.
Recall that the state vector consists of cash-on-hand variables, xg,t , of generations 1
through G − 1 and exogenous shocks. Given the information at time t, agents decide how
much of their cash on hand to consume, cg,t . They also choose the proportion νg,t of their
savings to allocate to bonds at the prevailing risk-free rate r̄t .
The outer loop starts by making an initial guess of generation-specific consumption functions cg as polynomials (linear, for this paper) in the state vector and the prevailing depreciation shock.29 Next, we take a draw of the path of shocks for T periods. We then run the
model forward for T periods using the economy’s initial condition (i.e., the state vector of
age specific cash on hand holdings that arise in the long run with zero economic shocks),
guessed consumption functions and the drawn shocks. I.e., we compute cash-on-hand variables at time t + 1 using the information we have at time t and the exogenous shocks at time
t + 1. Since the ν’s and the r̄ that are determined at time t are realized at time t + 1, their
27

Reiter (2015) develops a method for solving multi-period OLG models. He independently chose to
characterize the state vector in terms of cash-on-hand. His main focus is the computation of global higherorder approximations to medium-sized OLG models, including models with asset short-sale constraints,
through an efficient implementation of quasi-Newton methods.
28
We chose 830 years to produce roughly 10 data points per 82 consumption-function coefficients entering
our polynomial approximations to the 80 generations’ consumption functions. This said, all the data are
used to estimate all the coefficients. Longer simulation periods produce no differences in results.
29
Although we do not include δ as part of the theoretical state space, using it as a regressor for approximating the consumption functions proved valuable.
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knowledge is necessary to compute cash-on-hand variables in period t + 1.
In running the model forward, at each time t, we compute the agents’ choice of bond
shares and the risk-free rate that clears the bond market. To solve for r̄t , we use Broyden’s
method based on the bond-market clearing condition. This condition requires that the sum
of bond holdings at time t equals zero. The bond holdings at time t of each agent age g is
νg,t ag,t . The choice of the νg,t ’s make them functions of r̄t . Hence, for given values of the
ag,t ’s, the bond-market clearing condition is a function of r̄t and can be used, via Broyden’s
method, to find the r̄t that sustains market clearing.
For any given r̄t , the choice of νg,t ’s is determined by Gauss-Seidel iterations to solve the
system of simultaneous G−1 generation-specific Euler equations governing the choices of the
G − 1 ν’s for the new values of those ν’s. Specifically, for given guesses of each agent’s value
of ν, other than that of agent i, we apply Newton’s method to agent’s i’s Euler equation to
determine the new guessed value of ν for agent i.30
Simulating the model forward produces the data needed to update our guessed consumption functions. Specifically, for each age group g and each period t, we evaluate the Euler
condition to determine what that age group’s consumption should be in that period. This
calculation is based on the derived period-t state variables and the current guessed consumption functions of all agents, which enter, via their impact on the state vector of cash of hand
at t + 1, into the determination of any given age-g agent’s marginal utility of consumption
at t + 1. The expected value is evaluated using Gaussian quadrature, as in GSSA.
Following PEA/GSSA, we then regress these time series of age-specific consumption levels
on the state variables plus the depreciation shock and use the new regression estimates to
update, with dampening, the polynomial coefficients of each guessed consumption function.
We iterate the updating of these functions based, always, on the same draw of the path of
shocks until consumption functions converge.
We evaluate the accuracy of our solutions using two methods proposed in the literature –
out-of-sample deviations from the exact satisfaction of the Euler equations and the statistic
proposed by Den Haan and Marcet (1989, 1993).

A.1

Out-of-Sample Deviations from the Perfect Satisfaction of
Euler Equations

A satisfactory solution requires that generation-specific Euler equations (16) hold out of
sample. Hence, to test the accuracy of our solution, we draw a fresh sequence of 1660 sets of
shocks for each simulated model. We then run the model forward for 1660 years (twice the
30

Taking other unknowns as given is Gauss-Seidel.
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length of the original simulation), imposing the drawn shocks, using the original consumption
functions, cg , and clearing the bond market by rerunning the model’s inner loop each year as
we move through time. To calculate out-of-sample, unit-free deviations from full satisfaction
of the Euler equations, we form


 u0 (cg+1 (s0 , z 0 )) 
−1
(s, z) = βEz 1 + r(s0 , z 0 )
u0 (cg (s, z))

 u0 (cg+1 (s0 , z 0 )) 
−1
+ IβEz νg (s, z)(r̄(s, z) − r(s0 , z 0 )) − f (νg (s, z))
u0 (cg (s, z))

(A.1)

for each period in the newly simulated time path and for each generation g ∈ 1, . . . , G − 1.
Finally, we compute the average, across time, of the absolute value of the deviations from
these Euler equations for each generation.

Mean Absolute Euler Equation Deviations
Min

No Social Security
Social Security
No Social Security
Social Security
No Social Security
Social Security
No Social Security
Social Security

Mean

Max

Baseline Calibration
0.0001
0.0013
0.0033
0.0001
0.0008
0.0019
Larger Shocks Calibration
0.0002
0.0013
0.0031
0.0004
0.0009
0.0018
Extra-Large Shocks Calibration
0.0009
0.0024
0.0039
0.0013
0.0026
0.0039
Negative Risk-Free Rate Calibration
0.0001
0.0013
0.0032
0.0001
0.0008
0.0019

Table A.1: Minimum, mean, and maximum across generations of the average, across time, of the absolute
value of the generation-specific, out-of-sample deviations from the perfect satisfaction of Euler equations.
Table A.1 reports summary statistics, across generations, of their average absolute deviations from Euler equations for each model considered.31 As indicated, in all cases these
deviations are at most 0.004. And in most cases, they are zero to the third decimal place.
31

Note, these deviations are not Euler errors, which capture differences in period t’s marginal utility and
period (t + 1)’s realized marginal utility (properly weighted by β and r(s0 , z 0 )). Rather, they reference
mistakes in satisfying the Euler equation, i.e., the discrepancy in period t between the marginal utility and
its properly weighted time-t expectation.
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The portfolio choice equations (17) and the bond market-clearing condition (7) hold
almost perfectly by construction, since the ν’s and r̄ that satisfying them are calculated in
the inner loop with a high degree of precision. In particular, the average absolute deviations
from these equations, which theoretically should equal zero, are at most 0.0005 and 0.00001,
respectively, and in most cases equal zero to the seventh decimal place.

A.2

The Den Haan-Marcet Statistic

An alternative precision test is provided by Den Haan and Marcet (1989, 1993). Taylor and
Uhlig (1990) use this test to compare alternative solution methods for nonlinear stochastic
growth models. We follow Taylor-Uhlig’s particular implementation method.
As above, we start with a fresh draw of shocks over T periods and simulate the model
forward based on these shocks, using the original consumption functions and clearing the
bond market each period based on the inner loop technique (discussed above). We set
T again to 1660. Then, for each generation-specific Euler equation (16), we compute the
residual, ηg , where g references the generation’s age at time t.
ηg (t) = β 1 + r(t + 1)

 u0 (cg+1 (t + 1))
.
u0 (cg (t))

(A.2)

We next regress, separately for each generation, their 1600 ηg values on a matrix xg consisting
of a constant, five lags of cg , and five lags of z. The predicted values of the regression equation,
âg ,
−1

âg = (Σxg (t)0 xg (t) (Σxg (t)0 ηg (t) ,
(A.3)
are then used to construct the Den Haan-Marcet statistic mg as follows:

−1

mg = â0g Σxg (t)0 xg (t) Σxg (t)0 xg (t)ηg (t)2
Σxg (t)0 xg (t) âg .

(A.4)

If the generation-specific Euler equations (16) are satisfied, then Et−1 [ηg (t)] = 0 must hold.
This implies that the coefficient vector, and, therefore, mg is zero, which is the null hypothesis. Note that our solution method does not enforce this property, so as Den Haan and
Marcet (1994) point out, theirs is a challenging test.
Under the null, mg is distributed as χ2 (11) asymptotically. Based on a two-sided test
at the 2.5 percent significance level, we would fail to reject the null if mg lies outside the
interval (3.82, 21.92). In Table A.2 we compute the minimum, mean, and maximum across
generations of generation-specific statistics mg in the base and alternative models with and
without Social Security. The mean across generations of the statistic is well within the
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The Den Haan-Marcet Statistic
Min

Mean

Max

Larger Shocks Calibration
6.240
12.292
21.285
12.315
18.310
24.828
Extra-Large Shocks Calibration
No Social Security
5.506
10.837
23.188
Social Security
5.598
10.184
16.851
No Social Security
Social Security

Table A.2: The minimum, mean, and maximum values across generations of the Den Haan-Marcet statistic
in the base and alternative models.

acceptance interval for all four models. The same holds for the minimum value. Two of the
four maximum values are slightly above the top value of the acceptance range.

A.3

Dynamic Efficiency

Following Krueger and Kubler (2006), we focus on dynamically efficient economies and apply
the test for dynamic efficiency provided by Demange (2002). Were the economy dynamically
inefficient without Social Security, introducing Social Security could generate a Pareto improvement independent of generational risk sharing. Harenberg and Ludwig (2019) provide
step-by-step instructions, followed below, for implementing the KK test. Since the KK test
is sufficient but not necessary for dynamic efficiency, further below we also consider Zilcha’s
(1991) condition, which is both sufficient and necessary.
1. Conditional on having reached a state with a high risk-free rate, where high is defined
as 1+ r̄(s, z) > 1, we check whether there exist two states in the following period where
the risk-free rate is also high. Over the 200 draws of the shocks, this is satisfied 100
percent of the time in the baseline, larger shocks, and extra-large shocks calibrations.
This condition is not satisfied for the negative risk-free rate calibration, due to the fact
that the risk-free rate has both low average and low standard deviation.
2. In addition, we check that the rate of return on capital exceeds the requisite threshold
in at least two states next period relative to the risk-free rate this period. Specifically,
we compute the absolute percentage change in rate of return on capital in the two
states next period, relative to the risk-free rate this period. This absolute percent
change is at least 4 percent, 18 percent, and 48 percent in the baseline, larger shocks,
and extra-large shocks calibrations, respectively.
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3. We check that high risk-free rate is reached in finite time from any initial condition.
The maximum number of periods it takes to reach a high risk-free rate state, starting
from time 0, is less than 830.32
Following Blanchard (2019), we next check Zilcha’s (1991) condition for dynamic efficiency. Zilcha’s condition requires that there be no reallocation such that consumption of
either the young or the old can be increased in at least one state of nature and one period, and not decreased in any other. A necessary and sufficient condition for this is that
E[ln(1 + r)] > 0. This condition evaluates to 3.83 percent, 3.82 percent, and 1.73 percent in
the baseline, larger shocks, and extra-large shocks calibrations, respectively. Importantly, it
also holds under the negative risk-free rate calibration (where the KK test does not), where
it evaluates to 3.84 percent.

A.4

Algorithm Step by Step

The following is a step-by-step description of our algorithm.
Initialization:
• Set z̄ and δ̄ to their average values and solve for the deterministic steady state cash on
hand of each age group without bond, s̄ = (x̄1 , . . . , x̄G−1 ). Note that the deterministic
steady state corresponds to the state vector of age specific cash on hand holdings that
arise in the long run with zero economic shocks. Let (s0 , z0 , δ0 ) = (s̄, z̄, δ̄) be the
starting point of the simulation. In this initial condition, bond holdings are set to zero.
• Approximate G − 1 consumption functions by polynomials in the state variables and
the shock delta: c1 (s, z, δ) = φ1 (s, z, δ; b1 ), . . . , cG−1 (s, z, δ) = φG−1 (s, z, δ; bG−1 ), where
b1 , . . . , bG−1 are polynomial coefficients. We use linear polynomials. To start the iterations, we make the following initial guess for the coefficients:
b1 = (0, 0.9c̄1 /x̄1 , 0, . . . , 0, 0.1c̄1 , 0), . . . , bG−1 = (0, 0, . . . , 0, 0.9c̄G−1 /x̄G−1 , 0.1c̄G−1 , 0).
• Take draws of the exogenous path of shocks for T years. We set T to 830, which
corresponds to roughly 10 observations per polynomial coefficient.
Outer loop:
32

Note that the economy settles into the stochastic steady state after about 75 years of phase in, so relevant
initial states for this test are those belonging to that ergodic set.
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• The first step in the outer loop is to simulate the model forward, i.e. compute the
state space for t = 1, . . . , T . To do so, at each time t we proceed as follows:
– Recall that at time t, the state vector consists of the vector of cash-on-hand
variables of generations 1 through G − 1, st = (x1,t , . . . , xG−1,t ) and exogenous
shocks.
(p)

– Using this state vector, for each age group g, calculate its consumption cg given
(p)
the current guess for the coefficients bg , where the subscript (p) denotes the
(p)
current iteration of the outer loop. I.e., cg,t equals the inner product of the vector
(p)
(1, st , zt , δt ) with the vector of coefficients bg . Compute the generation-specific
asset demands, ag,t , as the difference between cash on hand and consumption,
ag,t = xg,t − cg,t . Note that the sum of asset demands of generations 1 through
G − 1 is the capital stock at the beginning of period t + 1, kt+1 .
– At this point enter the inner loop to compute the agents’ choices of bond shares,
νg,t , for generations 1 through G − 1, and the risk free rate r̄t . Recall that these
are needed to compute the cash-on-hand variables at time t + 1.
– Inner loop:
∗ Use Broyden’s method to solve (7) for r̄t . To start, make an (arbitrary) initial
guess for the value of r̄t .
∗ Given r̄t , solve the system of G−1 equations given by (17) for g = 1, . . . , G−1,
for G − 1 unknowns, ν1,t , . . . , νG−1,t . To do so, approximate the expectation
by Gaussian quadrature.33 Notice that the consumption at time t + 1, cg,t+1 ,
on the right-hand-side of each equation (17) needs to be approximated by the
polynomial in the state vector plus δ. Hence, each of these equations depends
on the entire distribution of the cash-on-hand variables, and through them,
on all of the generation-specific ν’s, ν1,t , . . . , νG−1,t . To solve a nonlinear
system of G − 1 nonlinear equations in G − 1 unknowns we use the GaussSeidel algorithm, which reduces the problem of solving for G − 1 unknowns
simultaneously in G−1 equations to that of iteratively solving G−1 equations
in one unknown.34 We solve each of these nonlinear equations in one unknown
ν using Newton’s method.
∗ Use νg,t found above for all g to calculate (7) and update r̄t .
33
34

We use 4 nodes in the quadrature, using more does not change the results.
As the starting point for Gauss-Seidel we use the ν’s computed at time t-1.
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– Given νg,t for g = 1, . . . , G − 1, r̄t , kt+1 , and exogenous shocks, we can now
compute each generation’s cash on hand in period t+1 as the sum of their labor
and capital income (plus or minus any government transfers) at time t+1.
• Note that for each age group g and each state (st , zt ), t = 1, . . . , T , (16) implies





cg (s, z) = βEz 1 + r(s0 , z 0 ) u0 (cg+1 (s0 , z 0 ))



+ IβEz νg (s, z)(r̄(s, z) − r(s0 , z 0 )) − f (νg (s, z)) u0 (cg+1 (s0 , z 0 ))

(A.5)
− γ1

.

Denote the right-hand-side of (A.5) by yg and evaluate the expectation using Gaussian
quadrature.
• For each age group g, regress yg on (st , zt , δt ) and a constant term using regularized least
squares with Trikhonov regularization. Denote the estimated regression coefficients by
(p)
b̂g .
• Check for convergence: If
G−1
T
(p−1)
(p)
1 X 1 X xg
− xg
< ,
(p−1)
G − 1 g=1 T t=1
xg
(p+1)

(p)

(p)

end. Otherwise, for each age group g update the coefficients as bg
= (1−ξ)bg +ξ b̂g
and return to the beginning of the outer loop. We use ξ = 0.1 and  ∈ [10−7 , 10−13 ].
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